Operator-Adapted Reproducing Kernel Geometries
for Structure-Preserving Representation Learning

Himanshu Singh®*
Department of Meteorology and Atmospheric Science
College of Earth and Mineral Sciences
The Pennsylvania State University
University Park, PA 16802
hfsb5641@psu.edu

Abstract

The representation geometry determines which transformations appear to preserve,
distort, or separate the represented objects. In most representation-learning settings,
this geometry is fixed in advance or learned from data, while the action of an
operator is subsequently studied within it. We consider the inverse problem by
asking, given a linear operator, can one construct a reproducing kernel Hilbert space
(RKHS) geometry in which its action is exactly norm preserving? We establish
necessary and sufficient conditions for the existence of such an operator-adapted
RKHS in finite-dimensional function spaces and characterize the complete family
of reproducing kernels realizing this invariance. The resulting classification shows
that existence is governed by the spectral structure of the operator, while the
spectral multiplicities determine the degrees of freedom available in the invariant
representation geometry. In particular, an operator that is not unitary under the
original geometry may become unitary after an appropriate change of RKHS
geometry, whereas operators with incompatible spectral structure admit no such
positive-definite realization. These results provide a mathematical framework for
constructing representations from the prescribed operator structure and suggest an
alternative principle for structure-preserving representation learning where rather
than modifying an operator to respect a predetermined geometry, one may construct
the geometry to respect the operator.

1 Introduction

The performance of any Artificial Intelligence and machine learning model is heavily dependent
on the choice of data representation [2] that is technically often referred to as features [2]. In this
concern, representation learning plays a monumental role by providing a priori details from the aspect
of several general purposes such as probability distributions embedding [7], spatial and temporal
coherence, manifold, semi-supervised learning, sparsity, etc.

Kernel machine learning [5, 18] offers a promising path for representation learning of features for
high dimensional data. Essentially, the high dimensional data gets encoded in the inner-product
between the infinite dimensional nonlinear kernel feature space over the underlying Hilbert space.
These specialized function spaces corresponding to kernels are called reproducing kernel Hilbert
spaces [1] (RKHS). Besides being able to handle the huge dimension of data, RKHS also offers a
unique notion of representation geometry that also encapsulates data similarity, distance and structural
variation be getting embedded in it through the kernel representation.
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Linear transformations such as the Koopman (composition) operators [12], are unitary in L2 [17]
under measure-preserving invertible dynamics [13], making them desirable operator learning for
achieving robust prediction, control, regression and etc. in various scientific domains [21, 4, 9]. In
general, it is immediate to observe that the same desirable notion cannot be offered within the RKHS.

In this paper, we are motivated by this very aim of adapting RKHS for which the operator norm
geometry is already known. In particular, we establish an existence and classification theory for
such operator-adapted RKHS geometries. Exact preservation is possible precisely when the matrix
representation of the operator is diagonalizable with spectrum on the unit circle. When this condition
is satisfied, the complete family of admissible geometries is determined by the spectral decomposition
of the operator. We further show how the same principle produces an operator-adapted Gaussian
RKHS by replacing the Euclidean quadratic form in the Gaussian radial basis function kernel [5, 20]
with an invariant positive-definite metric. This construction permits transformations that are not
unitary in Euclidean geometry to induce unitary Koopman composition operators in the adapted
RKHS whenever the corresponding invariant metric exists.

Problem statement. Let X be an nonempty subset inside R?, and let CX := {f | f : X — C}. Let
1 < j < m be natural indexes and ¢; : X — C be a basis function with V := span{t1,- - ,9¥m} C
CX.LetT : V — V be a linear operator. We are interested in inner products on V for which
(V, {-,-)n, ) is an RKHS H}, with a reproducing kernel function k such that 7" acts isometrically:

17l = 1l ¥F € V.

Accordingly, we address three questions:- (i) under what conditions does such an RKHS geometry
exist; (ii) when it exists, how can the complete family of admissible kernels be characterized; and
(iii) how can the resulting invariant geometry be realized within a standard kernel family so that a
prescribed transformation induces a unitary composition action?

1.1 Related Work

Transformation-invariant kernels [ 14, 18] have been studied for geometric actions such as translations,
rotations, and dilations, while group-averaging constructions have been used to obtain invariant
feature maps and associated invariant RKHSs [19, 16]. In these approaches, the transformation class
is typically specified first, and invariance is built into the kernel or feature representation.

Recent results characterize when mappings of the input space induce bounded composition operators
in RKHSs associated with analytic positive definite functions; in broad classes, boundedness can itself
force the underlying map to be affine [10, 8]. Such results typically begin with a fixed RKHS and ask
which composition operators [6] it admits. Our finite-dimensional problem reverses this direction,
that is, the operator is fixed, while the Hilbertian geometry is unknown and is to be constructed so
that the operator becomes isometric.

Kernel methods have also become important in Koopman operator theory, where the RKHS structure is
used to approximate Koopman operators, eigenfunctions, or observables and to derive approximation
guarantees [21, 11]. These works generally assume or select an RKHS and then study the Koopman
operator within that space. Our construction instead asks whether the geometry itself can be chosen
from the operator.

2 Operator-Adapted Reproducing Kernel Geometries

2.1 RKHS

Let k£ : X x X — C be a continuous Hermitian positive definite kernel denoted by > 0. Atz € X,
define the canonical feature ¢, (z) = k(x, z) centered at z € X. Then, the linear space given by
span{¢, : z € X} extends by completion to a Hilbert space Hy, called the reproducing kernel
Hilbert space (RKHS) [5] generated by k(- -). For all functions f € Hy, the following properties
hold true at x € X:

(f k(@) = fl) (la)
@] < N flla - (k). (Ic)



The property shown in (1a) is called the reproducing property of k(-, ) and therefore k(:, ) is called
the reproducing kernel of Hy. When f = k(-,y) in (1a), we get (1b) and finally (1c) shows the
boundedness of the evaluation functional [15, 11 &,(f) = f(z) for f € Hyinz € X.

2.2 Operator Adapted RKHS

Recall that X is a nonempty set and let V = span{¢1,..., %} be a m-dimensional space of
complex-valued functions on X, where 11, . .., ¢y, are linearly independent such that dimV = m.
Define the vector valued representation as follows through linearly independent basis functions 1);:

V()" =) - Pm(®)], weX,
where * implies the Hermitian-adjoint. For ¢ := [¢;]7L, € C™, write f.(z) = ¥(z)*c =
dojeycjti(x). Let T2V — V be a linear operator. Relative to the prescribed basis, let M € C™*™
denote its matrix representation, so that 7' f. = fasc.

We write H', == {G € C"™*™ : G = G*, G = 0} for the open convex cone of Hermitian positive-
definite matrices [3]. For G € H'", , we defined the induced inner-product and norm as follows:

<fcvfd>G =d"Ge (2)
I fellZ = ¢*Ge.

In this section, we characterize those RKHS geometries on V for which 7" acts isometrically. The
following proposition provides the RKHS realization whose inner product is given in (2).
Proposition 2.1. For every G € H",, the Hilbert space (V, (-,-)c) is an RKHS denoted by Hy,
with the reproducing kernel given as: kg(x,y) = ¥(2)*G~W(y), z,y € X.

We also have uniqueness of kernel parametrization, meaning if k¢, (z,y) = kg, (z,y) forall z,y €
X, then G; = (2. Refer Proposition B.2 for this result. Now that we have established the preliminary
foundation structure of RKHS #H,, in Proposition 2.1, we then establish the existence of an invariant
RKHS geometry for a linear operator 7" as follows.

Theorem 2.2. LetT : V — V and G € HY!,. Consider RKHS Hy,, as given in Proposition 2.1,
then the following are equivalent:

1. T acts isometrically on Hy,,;

2. ||TfH7-LkG = ”fHHkG Vfev;
3. M*GM =G.

Consequently, 1 G € H'!, for which T acts isometrically if and only if M is similar to a unitary
matrix. Equivalently, M is diagonalizable and c(M) C T, where T :={z € C: |z| = 1}.

Remark 2.3. Condition o(M) C T alone is not sufficient. A nontrivial Jordan block associated
with a unimodular eigenvalue cannot satisfy M*GM = G for any G 0. Thus, diagonalizability
constitutes an additional obstruction to the existence of an exact invariant positive-definite geometry.

For M € C™*™ we let the collection of all admissible matrices G € Hf\f . such that M*GM = G
holds; this is given by G(M) = {G eHy, : M*"GM = G} . The following theorem helps to
provide the classification of invariant geometries whose equivalent conditions were provided in
Theorem 2.2. Define the family of operator-adapted kernels by Ry (T) == {k¢ : G € G(M)}.

Theorem 2.4. Assume that M is diagonalizable and its spectrum satisfies c(M) C T. Let puy, . . ., iy
denote the distinct eigenvalues of M, with multiplicities m1, ..., m,, respectively. Choose an
eigenvector matrix S such that M = SDS™!, where D = diag (11, .., prIm,.) . Then G €
H'T, belongs to G(M) if and only if G = S~*diag(Hj,...,H,)S™!, where H; € H}", j =
1,...,7. Here, S™* := (S71)* = (8*)~L.

We take advantage of the spectral structure of M € C™*™ to classify exactly which RKHS ge-
ometries and, consequently, which RKHS kernels are compatible with operator invariance; this
classification is completed in the following corollary.



Corollary 2.5. According to the hypotheses of Theorem 2.4, the comelete family of reproducing
kernels for which T acts isometrically is kg (z,y) = W(z)*S diag (H; ", ..., H ') S*W(y), where

(H17 e ’7H7’) € H;:l ]H[:’ni

Corollary 2.6. According to the hypotheses of Theorem 2.4, dimg G(M) = dimg Ry (T) =
Z;zl m?. Thus, the spectral multiplicity determines the degrees of freedom in the family of operator-
adapted RKHS kernels.

2.3 Numerical Verification of Operator-Adapted Geometry

We illustrate the construction on a d = 20 linear representation operator M that is similar to a unitary
matrix but is not unitary in the native Euclidean geometry. Thus, although its eigenvalues lie on T, its
singular values differ substantially from one, showing that spectral preservation alone does not imply
preservation of the ambient representation geometry. We construct G > 0 satisfying M*GM = G.
Equivalently, the similarity-transformed operator M =GYV2MG /2 is unitary.

Figure 1 illustrates the resulting change in geometry. The spectrum is unchanged under the similarity

transformation (Figure 1a), while the singular values of M collapse to one despite the substantial

singular value variation of M in the Euclidean metric (Figure 1b). Then, we compare the Gaus-
llz—yl3

sian radial basis function kernel ko (z,y) = exp (_W> with its operator-adapted counterpart

ke (z,y) = exp (—%) with the kernel bandwidth = 3.

To test invariance directly, we sample representations 21, .. ., zx € R?%, with N = 120 and compare
pairwise kernel values before and after application of M. For a kernel k, we define the entrywise
invariance discrepancy as A (7, j) = |k(Mz;, M z;) — k(2;, 2;)| . Thus, Ag (4, j) = 0 for every pair
(4,4) whenever k is exactly invariant under M. We summarize the discrepancy by the normalized
error given as follows:

Yoo A30.0) | MMz, Mzj) = k(=i 2) )
S [k(zi, 2) 2 S k(z 7)1

Operator-adapted geometry in dimension d = 20

(c) Standard Gaussian: non-invariant
1, = 5.6

Operator-adapted Gaussian: invariant
le - 01 e, =112~ 15

(a) Similarity preserves spectrum (b) Adapted geometry is unitarity

<035 W@

100 100

-0.30

80 80

0.25

60 0.20

[k(Mz:, Mz;) — k(=

Sample index

015

40

0.10
20

°
@
Axliy j)

5 10 15 20 40 60 80 100 % 20 40 60 80 0.00

Singular-value index Sample index Sample index

Figure 1: Operator adaptation converts a spectrally stable but geometrically non-isometric
representation into an exact isometry.

Using a common color scale, Figure 1c-d demonstrates the collapse of the invariance error from
€ky = 5.61 x 1071 to g, = 1.12 x 10715, while the operator spectrum remains unchanged. Thus,
adapting the RKHS metric does not alter the operator spectrum but changes the geometry in which
the same operator acts from non-isometric to isometric.

3 Conclusion

We formulated operator-adapted RKHS construction as an inverse geometric problem and character-
ized exactly when a finite-dimensional linear operator admits an invariant positive-definite geometry.
Existence is equivalent to similarity to a unitary matrix, while spectral multiplicities parameterize the
complete family of invariant RKHS kernels. The same principle yields operator-adapted Gaussian
kernels that preserve pairwise similarity even when the underlying transformation is non-unitary



in Euclidean geometry. Thus, rather than modifying an operator to fit a prescribed representation
geometry, the geometry itself can be constructed to respect the operator.

As a limitation of our proposed research work, the present results concern finite-dimensional function
spaces. The corresponding problem in infinite-dimensional RKHSs leads to the operator equation
T*GT = G, with G a bounded, positive, and boundedly invertible operator, together with the question
of how such invariant Hilbert geometries are realized at the level of reproducing kernels. Establishing
an intrinsic classification in this setting is a natural direction beyond the finite-dimensional theory
developed here.
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A  Proofs

A.1 Proof for Proposition 2.1

Proof. Fix x € X and define kg » = fg-1¢(s)- Then, for every f. € V,

(ferkaw)a =¥ (2)*"G™'Ge

=¥(x)*c

=f.(x).
Thus k¢, represents point evaluation at z, and hence (V, (-, -)) is an RKHS satisfying k¢(z,y) =
V()G (y). O

A.2  Proof for Theorem 2.2
Proof. For f. € V, [|Tfe||& = || farell& = ¢*M*GMe. Hence
ITfl% = | flI% foreveryc € C™" <= M*GM =G.
Suppose first that G > 0 satisfies M*GM = G. Define U = G'/2MG~'/2. Then
U'U =G '?MGMG™'? =1,

so U is unitary. Therefore, M is similar to a unitary matrix.
Conversely, suppose M = SDS™!, where D = diag(A1,..., ), |Aj| = 1. Set G = S7*S~ L.
Then G > 0 and
M*GM =5"*D*DS™*
—g—*g-1
=G.

The spectral characterization follows. O

A.3 Proof for Theorem 2.4

Proof. Write G = S~ *HS~!. Then M*GM = G = D'HD = H. Writing D =
diag(A1, ..., Am), the (i, j) entry of this equation is A\ H;; = H,j. Thus (A;\; — 1) Hy; = 0.
Since |\;| = || =1, )\7)\]- =1 < A; = \;. Hence H;; = 0 whenever \; # A;. Therefore H is

block diagonal with respect to the distinct eigenspaces H = diag(Hy, ..., H,), where each H; is
Hermitian positive definite. The converse follows immediately by substitution.

A4 Proof for Corollary 2.5

Proof. By Proposition 2.1, kg (z,y) = ¥(z)*G~*¥(y). For G = S~* diag(Hq, ..., H,)S™!, we
have
G™'=Sdiag (H{',...,H ") S".

T

The result follows from Theorem 2.4. O

A.5 Proof for Corollary 2.6

Proof. Theorem 2.4 identifies G(M) with the product H;Zl H'}"%.. The real vector space of m; x m;
Hermitian matrices has dimension m?, and the positive-definite cone is an open subset thereof.
Hence dimg G(M) = Z;Zl m?. In addition to this, the second equality follows from the injective
metric—kernel correspondence. O



B Other important results
Corollary B.1 (Simple spectrum). Suppose that M has m distinct eigenvalues and o (M) C T. Then
every invariant geometry has the form
Gy = S™*diag(hy, ..., hm)S™?, hj >0,
and the corresponding reproducing kernels are

kn(z,y) = ¥(z)*Sdiag (b ', ..., h,}) S*E(y).

B.1 Uniqueness of the kernel parameterization

Proposition B.2 (Injectivity of the metric—kernel correspondence). Suppose that i1, ..., ., are
linearly independent. If kg, (x,y) = kg, (x,y) forall x,y € X, then G; = G>.

Proof. The equality of the kernels gives ¥(z)* (Gy' — G5') ¥(y) = 0 forallz,y € X. Since
Y1, ..., are linearly independent, span{¥(z) : + € X} = C™. It follows that G;' — G5! =
0 = G =G, O

In particular, if the spectrum is simple, then dimg G(M) = m. At the opposite extreme, if M =
A, |A| = 1, then G(M) = HT, dimg G(M) = m?. Eventually, the combined application of
Proposition B.2 and Theorem 2.4 produces the bijective parameterization

R (T) = [[HL
=1

B.2 An operator-adapted Gaussian RKHS

The preceding finite-dimensional characterization also induces operator-adapted kernels within
standard kernel families. We illustrate this observation for the Gaussian radial basis function kernel.

Let Q € C%* be unitary and let S € C%*¢ be invertible. Define A = SQS~!. Although A is
similar to a unitary matrix, it does not need to be unitary with respect to the Euclidean inner product.
In particular, for a non-unitary choice of S, one generally has

ATA 1.

Define G = S~*S~!. Then G > 0, and
A*GA = (SQS™H*S™*S71(SQS™)
— §FQ* S S 5150
— 5 Q* QS
— §g—*g-1
=G.
Thus A is unitary with respect to the inner product induced by G.

Consider the Gaussian kernel
Ko(z,y) = exp (—

where o > 0. Since A*GA = G,

(z—y)"Glx—vy)

202

>, z,y € RY,

ko (Az, Ay) = exp <_ (A — y>2);§/1(z - y))

oy (LA A )

202

- kG’(xvy)



Hence the kernel is invariant under the transformation A.

Let IC 4 denote the Koopman operator

(Kaf)(z) = f(Az).

For the kernel sections k, = kg(+, x), the adjoint satisfies

Kiks = kag.
Therefore
(Kaka, Kﬁlky>ﬂkc = (kA kAy>7'lkG
= kg (Ay, Az)
= ka(y, v)
= <k1a ky>7'lkG .

Since the linear span of the kernel sections is dense in H,,, K extends isometrically to the whole
space. As A is invertible, the induced composition action is surjective, and the corresponding
Koopman operator is unitary on Hy,, .

12
By contrast, the isotropic Gaussian radial basis function kernel [5] k;(z,y) = exp <— |ac22y|2>
g

satisfies
kl (ALL', Ay) = k] ($7 y)

for all ,y only when A*A = [. Thus a transformation that is not Euclidean-unitary need not
preserve the standard Gaussian RKHS, while the operator-adapted metric G produces a Gaussian
RKHS in which the same transformation acts unitarily.

B.3 Normalization

The invariance relation is homogeneous. Indeed, if G € G(M), then ¢G € G(M) for every ¢ > 0.
Moreover, )
kCG(zyy) = EkG(‘Thy)

Thus positive scalar multiplication changes the normalization of the Hilbert norm while preserving
the underlying function space. It is therefore natural to consider invariant geometries modulo the
equivalence relation

Gy ~Gy <= Go=cG; forsomec > 0.

Define

Equivalently, one may choose a representative of each equivalence class by imposing, for example,
tr(G) = 1. The resulting normalized family has real dimension

r

dimg My (T) = > m? — 1.

j=1
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1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]

Justification: The claims in the abstract and introduction match the theoretical existence
and classification results in Section 2 and the numerical verification in Sub-section 2.3. The
finite-dimensional scope of the theory is stated explicitly in the paper.

Guidelines:

¢ The answer [N/A| means that the abstract and introduction do not include the claims
made in the paper.

* The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A or
[N/A] answer to this question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

* It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]

Justification: The principal limitation is discussed in Section 3: the present classification
concerns finite-dimensional function spaces. The infinite-dimensional RKHS problem
requires an operator-level analogue of the invariant metric equation and is left beyond the
present scope.
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* The answer [N/A] means that the paper has no limitation while the answer means
that the paper has limitations, but those are not discussed in the paper.
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violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

* The authors should reflect on the scope of the claims made, e.g., if the approach was
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* The authors should reflect on the factors that influence the performance of the approach.
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used reliably to provide closed captions for online lectures because it fails to handle
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and how they scale with dataset size.

If applicable, the authors should discuss possible limitations of their approach to

address problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.
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Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [Yes]

Justification: The assumptions are stated with the corresponding theoretical results in
Section 2, and complete proofs of Proposition 2.1, Theorem 2.2 and Theorem 2.4, and
Corollary 2.5 and Corollary 2.6 are provided in Appendix A.

Guidelines:

» The answer [N/A] means that the paper does not include theoretical results.

* All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

* All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

* Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

» Theorems and Lemmas that the proof relies upon should be properly referenced.

. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: The synthetic construction, matrix dimensions, sample size, kernel bandwidth,
and invariance-error metric are specified in Sub-section 2.3.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.
* If the paper includes experiments, a answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.
If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.
Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

While NeurIPS does not require releasing code, the conference does require all submis-

sions to provide some reasonable avenue for reproducibility, which may depend on the

nature of the contribution. For example

(a) If the contribution is primarily a new algorithm, the paper should make it clear how
to reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe
the architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should
either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
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some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer:

Justification: The paper does not currently provide an open code repository. The numerical
experiment is synthetic and uses no external dataset; its mathematical construction and
evaluation criterion are described in Sub-section 2.3.

Guidelines:

* The answer [N/A] means that paper does not include experiments requiring code.

* Please see the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

* While we encourage the release of code and data, we understand that this might not

be possible, so is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

* The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//neurips.cc/public/guides/CodeSubmissionPolicy) for more details.

 The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

* The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

* Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLSs to data and code is permitted.
6. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyperpa-
rameters, how they were chosen, type of optimizer) necessary to understand the results?

Answer: [Yes]

Justification: The numerical verification is a synthetic, non-training experiment. Sub-
section 2.3 specifies the representation dimension d = 20, sample size N = 120, kernel
bandwidth v = 3, the invariant metric condition, and the kernel-invariance evaluation
criterion. No training/test split or optimizer is involved.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

* The full details can be provided either with the code, in appendix, or as supplemental
material.
7. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [N/A]

Justification: The experiment is a deterministic numerical verification of an exact algebraic
invariance relation rather than a statistical performance comparison. Consequently, error
bars, confidence intervals, and statistical significance tests are not applicable to the reported
claim.
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Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The authors should answer [ Yes] if the results are accompanied by error bars, confidence
intervals, or statistical significance tests, at least for the experiments that support the
main claims of the paper.

* The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

* The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

* The assumptions made should be given (e.g., Normally distributed errors).

* It should be clear whether the error bar is the standard deviation or the standard error
of the mean.

* It is OK to report 1-sigma error bars, but one should state it. The authors should
preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

* For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g., negative
error rates).

* If error bars are reported in tables or plots, the authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.

8. Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer:

Justification: The numerical verification is a small synthetic linear-algebra experiment
requiring negligible computational resources, but detailed hardware and runtime information
are not reported.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

* The paper should disclose whether the full research project required more compute
than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

9. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: The research conforms to the NeurIPS Code of Ethics. It is a theoretical and
synthetic numerical study and does not involve human subjects, personal data, sensitive
datasets, or deployed decision-making systems.

Guidelines:
* The answer [N/A] means that the authors have not reviewed the NeurIPS Code of
Ethics.
* If the authors answer , they should explain the special circumstances that require a

deviation from the Code of Ethics.

* The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).
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12.

Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [N/A]

Justification: The work is foundational mathematical research on invariant RKHS geometries
and does not introduce a deployed system, dataset, or model with a direct societal application.
We therefore do not identify specific positive or negative societal impacts arising directly
from the present results.

Guidelines:

* The answer [N/A] means that there is no societal impact of the work performed.

e [If the authors answer [N/A] or , they should explain why their work has no societal
impact or why the paper does not address societal impact.

* Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

» The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate Deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

¢ The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

« If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

Safeguards

Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pre-trained language models,
image generators, or scraped datasets)?

Answer: [N/A]

Justification: The work does not release high-risk models, sensitive datasets, or other assets
requiring safeguards for responsible release.

Guidelines:

e The answer [N/A] means that the paper poses no such risks.

* Released models that have a high risk for misuse or dual-use should be released with
necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

 Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

* We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?
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14.

15.

Answer: [N/A]

Justification: The paper does not use external datasets, pretrained models, or other research
assets requiring licensing. Existing scholarly work is credited through the references.

Guidelines:

* The answer [N/A] means that the paper does not use existing assets.
* The authors should cite the original paper that produced the code package or dataset.

* The authors should state which version of the asset is used and, if possible, include a
URL.

* The name of the license (e.g., CC-BY 4.0) should be included for each asset.

* For scraped data from a particular source (e.g., website), the copyright and terms of
service of that source should be provided.

 If assets are released, the license, copyright information, and terms of use in the
package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

* For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

* If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.
New assets

Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [N/A]

Justification: The paper does not introduce or release a new dataset, pretrained model,
benchmark, or other research asset.

Guidelines:

* The answer [N/A] means that the paper does not release new assets.

» Researchers should communicate the details of the dataset/code/model as part of their
submissions via structured templates. This includes details about training, license,
limitations, etc.

 The paper should discuss whether and how consent was obtained from people whose
asset is used.

» At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.
Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?

Answer: [N/A]
Justification: The research does not involve crowdsourcing or human subjects.
Guidelines:
* The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

* Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

* According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

Institutional review board (IRB) approvals or equivalent for research with human
subjects
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Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?

Answer: [N/A]

Justification: The research does not involve human subjects; therefore, IRB or equivalent
human-subjects approval is not applicable.

Guidelines:
* The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

* Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

* We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

* For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

Declaration of LLM usage

Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigor, or originality of the research, declaration is not required.

Answer: [N/A]

Justification: LLMs are not used as an important, original, or non-standard component of
the methodology, theoretical results, or numerical experiment.

Guidelines:

* The answer [N/A] means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

* Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.
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